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EDR Executive Summary 

AV-Comparatives conducted this EDR Detection Validation Test in March 2026, with the report published 
in May 2026.  

The test evaluates the ability of EDR solutions to detect and provide visibility into a multi-step attack 
scenario consisting of 14 stages, as well as their behaviour in Signal-to-Noise situations. For this purpose, 
the product was configured in detection-only mode to enable a consistent assessment of detection and 
visibility across all attack steps. This approach focuses on how effectively individual techniques are 
identified and investigated, independent of prevention mechanisms. 

Sangfor Athena AI-Native EPP demonstrated detection visibility across multiple 
stages of the attack scenario, providing a combination of alert-based detections and 
telemetry that supports effective threat hunting and investigation. 

Sangfor Athena AI-Native EPP was Certified in the EDR Detection Validation Test. 

The product provided detection coverage across a substantial portion of the steps, 
based on the presence of alerts and/or relevant telemetry. 

 

The table below differentiates between alert-based detection (Active Response) and telemetry-based 
visibility that can be identified through threat hunting. Detection coverage is based on the presence of 
either alerts or relevant telemetry. 
 

 ST-1 ST-2 ST-3 ST-4 ST-5 ST-6 ST-7 ST-8 ST-9 ST-10 ST-11 ST-12 ST-13 ST-14 

Active 
Response ◯ ◯ ◯ ◯ ◯ ◯ ⬤ ⬤ ◯ ◯ ◯ ⬤ ⬤ ◯ 

Telemetry ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ◯ 

While not all steps resulted in immediate alerting, the available telemetry provided sufficient visibility to 
identify and investigate the underlying activity through threat hunting. The distinction between alerting 
and telemetry reflects differences in operational effort rather than detection capability. 

In addition to the attack scenario, five Signal-to-Noise scenarios were executed to assess alerting behaviour  
during benign administrative activities. The product handled these scenarios appropriately, without 
generating excessive or misleading alerts. 
 

 StN-1 StN-2 StN-3 StN-4 StN-5    ⬤ Validated  

Active Response ⬤ ⬤ ⬤ ⬤ ⬤    
◯ Not Validated  
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Introduction 
 
Every year, AV-Comparatives conducts the EPR Test, which focuses on measuring the quality of prevention 
provided by EPP, EDR, and XDR products. In addition, AV-Comparatives conducts the EDR Detection 
Validation Test, which evaluates the detection and visibility capabilities of these products, complementing 
the prevention-focused assessment of the EPR Test. The test design is informed by industry feedback and 
evolving enterprise requirements, reflecting current expectations around detection, visibility, and 
operational usability in modern security environments. It is continuously refined on an annual basis. 

Methodology 

Detection Evaluation Approach 

This test focuses on the ability of EDR solutions to detect and provide visibility into individual attack 
steps, rather than to prevent them. To enable this, all products were configured in detection-only mode. 

This visibility may be provided in two forms: 

• Active Response (Alerting): 
The product generates an alert in the management console or locally, highlighting the activity and 
bringing it to the immediate attention of the analyst.  

• Telemetry (Threat Hunting): 
The activity is recorded as part of the product’s telemetry and can be identified through manual 
investigation or threat hunting queries.  

Both forms represent valid detection capabilities, although they differ in terms of operational effort required 
for identification. 

To reflect this, we differentiate between: 

• Immediate detection (Active Response), where the product generates an alert  
• Investigative detection (Telemetry), where the activity is discoverable through telemetry  

This distinction allows us to evaluate not only whether an activity is visible, but also how easily it can be 
identified during real-world operations. 

This configuration differs from typical enterprise deployments, where products are usually operated with 
prevention and automated response enabled. In some cases, such a detection-only configuration is not 
directly supported and requires adjustments. The purpose of this approach is not to simulate a default 
deployment, but to isolate and evaluate detection capabilities in a controlled and comparable manner across 
all tested products. As a result, the findings of this test should be interpreted in the context of detection 
and visibility, and not as a measure of full protection effectiveness. The absence of an alert should not be 
interpreted as a lack of detection capability if sufficient telemetry is available to identify the activity. 
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Step Evaluation Logic 

Each attack step may consist of multiple steps. A step is evaluated based on the overall visibility of the 
activity: 

• Validated: Relevant detection is available (via alert or telemetry), providing sufficient context for 
an analyst to identify the activity. 

• Not Validated: No relevant detection or telemetry was observed. 

A step is considered detected if relevant visibility is available, either through alerts or telemetry. 

Note on Early-Stage Activity (Initial Access) 

For early-stage activities such as initial access, the absence of an alert does not necessarily indicate a 
detection gap. Depending on the technique used, these stages may generate either low-signal or clearly 
suspicious events. In some scenarios, immediate alerting may not be expected or appropriate in order to 
avoid false positives. In other cases, alerting may be possible depending on the characteristics of the 
activity and the product’s detection logic. Where no alert is generated, the availability of structured 
telemetry and contextual information is considered sufficient to support detection and investigation. 

Test Configuration and Retesting Policy 

To ensure fairness and comparability across all tested products, each solution must be configured correctly 
prior to the start of testing. Vendors are given the opportunity to review and confirm the configuration 
during the setup phase. Once the test has started, the configuration is considered final. If a product deviates 
from the intended test configuration during execution (e.g. due to misconfiguration, product limitations, 
or unexpected behaviour  such as blocking activity despite detection-only settings), the observed results 
will be used for the evaluation. This policy will apply to all EDR tests conducted from 2027 onwards. 
Retesting will generally not be performed in such cases, as this would compromise consistency across 
participants. Exceptions may be considered only in rare cases at AV-Comparatives’ discretion, for example 
in the event of demonstrable test environment issues. Vendors are responsible for ensuring that their 
product behaves according to the agreed configuration during the test. 

Configuration Considerations 

Products are expected to be configured in a manner that reflects realistic enterprise deployments. While 
detailed logging and telemetry can improve visibility, configurations that significantly impact system 
usability, performance, or operational practicality are not considered representative of typical production 
environments. The evaluation focuses on detection capabilities under balanced and practically usable 
configurations, rather than extreme settings designed solely to maximize data collection. Vendors are 
responsible for ensuring that their product configuration reflects an appropriate balance between visibility 
and operational usability. If a configuration is observed to significantly impact system performance or 
usability, this will be clearly noted in the report to ensure an accurate interpretation of the results. 
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Attack Scenario 

As mentioned above, this test is not designed to evaluate the quality of prevention mechanisms but rather 
the detection capabilities of individual attack steps and techniques in EDR products. To facilitate this, each 
product in the test was configured to operate in detection-only mode. This approach allows us to closely 
examine how well separate techniques are detected, even for actions or activities that the product would 
typically block in its default configuration. Additionally, it ensures that a Security Officer receives sufficient 
Threat Intelligence information for later analysis. 

The complexity of configuring products for detection-only mode varies from vendor to vendor. Some vendors 
provide an easy-to-use switch to activate this mode, while others do not, as their solutions are designed to 
operate in an automatic mode, blocking and remediating all malicious activities while accumulating related 
technical information about the prevented attack. To ensure consistency and accuracy, we worked directly 
with each vendor during the setup process and thoroughly documented all configuration changes made. 

Why do we configure products in detection-only mode instead of attempting to bypass them with an initial 
access malware sample before moving on to post-exploitation? The main reason is simple: we cannot reliably 
create a malware sample that is guaranteed to bypass every product and establish a command-and-control 
(C2) channel. Even if we could, the likelihood of successfully bypassing all products in the test using the 
same sample is quite low. While it might be possible to craft a sample that evades multiple products with 
enough time and effort, this would require tailoring different samples for each product. 

To streamline the testing approach, it is far more efficient to configure all products in detection-only mode. 
This ensures consistent initial access across products using the same malware sample, or more precisely, 
the same malware type or technique (recompiled as needed for each test). This method provides a 
standardized starting point for post-exploitation activities, making comparisons between products fairer 
and more reliable. 

It is important to note that no vendor knows in advance which APT threat model, chain of attack techniques, 
or execution flow will be used in the test. Each product is evaluated blindly, meaning vendors have no prior 
knowledge of the exact attack sequence. This approach ensures a real-world simulation of how their product 
would perform against an unknown advanced persistent threat (APT). Future test scenarios will not be 
identical and may evolve over time, ensuring a balanced and fair evaluation across all tested vendors. 

Signal-to-Noise Analysis 

In addition to the primary attack scenario, we designed five distinct Signal-to-Noise scenarios to measure 
noisy alerting behaviour . Unlike several other test labs, we deliberately excluded these scenarios from the 
main attack simulation based on several key considerations. 

In real-world attack scenarios and enterprise threat investigations, Signal-to-Noise analysis provides critical 
insights for threat hunting. However, integrating these scenarios into the primary attack simulation could 
introduce additional variables that may obscure the true detection effectiveness of the tested products. 
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To maintain clarity, we conducted Signal-to-Noise testing as a separate activity. For example, consider an 
organization where an EDR triggers an alert for a scheduled task executing a script from the SYSVOL share 
on a workstation. While this activity might be completely legitimate within the organization, it could also 
indicate an attack. Investigating such detections requires resources, including personnel, time, and tools, 
to determine whether the activity is benign or part of a malicious campaign. 

By decoupling the Signal-to-Noise test from the primary attack scenario, organizations gain a clearer 
understanding of the impact of Signal-to-Noise (noisy alerting behaviour ) without conflating it with actual 
attack indicators. This separation not only ensures a more accurate assessment of an EDR’s detection 
capabilities but also helps prevent unnecessary investigations triggered by unrelated Signal-to-Noise 
scenarios. Ultimately, this approach reduces operational overhead and enhances efficiency in threat 
detection and response. 

To ensure a realistic evaluation, we do not disclose the specific Signal-to-Noise scenarios used in the test 
unless a vendor fails to handle one, in which case some details are provided in the public report. This policy 
prevents vendors scheduled for future testing from preparing in advance, ensuring a fair and unbiased 
assessment. Additionally, minor variations are introduced in each test iteration to maintain the integrity of 
the evaluation process. 

Starting from 2027, alerts on legitimate system or trusted processes observed during the test scenarios may 
be considered in the signal-to-noise assessment, particularly where such alerts impact the clarity, relevance, 
or usability of the detection results. 

 

Certification Criteria 

Certification is granted based on a product’s ability to provide consistent and meaningful detection coverage 
across the attack chain, while maintaining acceptable signal-to-noise levels. 

To achieve certification, a product must: 

• Provide sufficient visibility into at least two-thirds of the attack steps, either through alerts or 
telemetry, enabling an analyst to identify and investigate the activity   

• Demonstrate the ability to correlate and contextualize events across multiple stages of the attack   
• Not generate alerts in more than three Signal-to-Noise scenarios   

The evaluation considers not only whether individual steps are detected, but also whether the overall attack 
sequence can be understood and reconstructed based on the available data. Detection coverage is based on 
the presence of relevant visibility, regardless of whether it is provided through alerts or telemetry. Threat 
hunting results are based solely on information available via the central management console, without 
performing additional endpoint-side evidence collection or local artefact analysis. Only certified products 
will have their reports published. 
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Tested Product 

Sangfor Athena AI-Native EPP was tested as part of AV-Comparatives' EDR Detection Certification Test in 
March 2026. The tested product version was 20.0. The test aimed to validate the product's threat detection 
capabilities.  

 

Test Setup 

The test environment consists of an internal lab setup with Windows 11 workstations/clients, along with a 
file server and a domain controller, both running Windows Server 2022. 

The command-and-control (C&C) infrastructure was hosted in Microsoft Azure, with the C&C server deployed 
on a Kali Linux virtual machine. A redirector was used to forward traffic from the implant/payload to the 
C&C server, providing an additional layer of obfuscation. 

Spear-phishing emails were delivered to the target machine (WS01) within the internal lab environment 
using a standard mail account. 

 

 

  

Figure 1 Test Setup Infrastructure 
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How We Tested 

For the attack scenario, a commercially and publicly available command-and-control (C2) framework was 
used, deployed on a Linux-based system hosted in Microsoft Azure. 

To manage communication between the implant (payload on the targeted client) and the C2 server, an 
additional system was configured as a redirector. This intermediary routed command-and-control traffic from 
compromised endpoints within the internal test network to the C2 server, providing an additional layer of 
obfuscation and reflecting common real-world attacker practices. 

To increase the plausibility of the external infrastructure, the redirector was configured to resemble a 
legitimate service, including the use of a realistic domain name and appropriate web categorization. These 
measures help simulate realistic conditions and reduce the likelihood of trivial detection based on 
infrastructure characteristics alone. 

While more complex infrastructures (e.g. involving multiple redirectors or proxy layers) are often used in 
real-world scenarios, the setup used in this test was intentionally kept controlled and reproducible. 

For the initial access phase, a malicious payload was delivered via a spear-phishing email containing a 
download link. The payload was designed to simulate a realistic user-driven execution scenario. 

The scenario was designed to represent realistic attack techniques while maintaining a controlled and 
comparable test environment. 

 

Certification Criteria 

Certification is granted based on a product’s ability to provide consistent and meaningful detection coverage 
across the attack chain, while maintaining acceptable signal-to-noise levels. 

To achieve certification, a product must: 

• Provide sufficient visibility into at least two-thirds of the attack steps, either through alerts or 
telemetry, enabling an analyst to identify and investigate the activity   

• Demonstrate the ability to correlate and contextualize events across multiple stages of the attack   
• Not generate alerts in more than three Signal-to-Noise scenarios   

The evaluation considers not only whether individual steps are detected, but also whether the overall attack 
sequence can be understood and reconstructed based on the available data. 

Detection coverage is based on the presence of relevant visibility, regardless of whether it is provided 
through alerts or telemetry. 

Only certified products will have their reports published. 
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Detection Test Workflow 

The attack scenario is designed to simulate a realistic red team engagement, informed by practical 
experience and influenced by techniques observed in Advanced Persistent Threat (APT) activity, with this 
year’s scenario primarily drawing on groups such as APT29 (Cozy Bear / Nobelium), APT41 (Winnti / Barium 
/ Wicked Panda), APT27 (Emissary Panda), APT10 (Stone Panda) and FIN7 (Carbanak group). These groups 
are referenced as representative examples of advanced adversary behaviour , rather than as direct emulation 
targets. 
 
Rather than replicating a specific APT group, the focus is on a broader set of Tactics, Techniques, and 
Procedures (TTPs) that are commonly encountered in real-world environments. This approach enables the 
evaluation of detection capabilities across a diverse range of attack techniques, reflecting threats that 
organizations are likely to face in practice. 
 
To ensure a realistic assessment, vendors are not informed in advance about the specific techniques used 
during the test. This reflects real-world conditions, where attackers do not disclose their methods, and 
allows for an unbiased evaluation of how effectively products identify and respond to previously unseen 
activity. 
 

 
Figure 2 Detection Test Workflow 
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The following list provides an overview of the steps executed during the attack scenario. 

Step  

Step 1: Initial Access Malware Delivery 

Step 2: Initial Access Spearphishing Link & User Interaction Simulation 

Step 3: Command and Control Browser-Parented Beacon Execution 

Step 4: Persistence Scheduled Task Creation 

Step 5: Discovery Local System & Domain Enumeration 

Step 6: Credential Access Kerberoasting Service Account 

Step 7: Lateral Movement Service Account Authentication to FS01 

Step 8: Command and Control Browser-Parented Beacon Execution 

Step 9: Persistence / Privilege Escalation Local Administrator Account Creation on FS01 

Step 10: Privilege Escalation / Discovery Domain User Impersonation & Privilege Assessment 

Step 11: Lateral Movement Domain Admin Pivot from FS01 to DC01 

Step 12: Command and Control Parent/Child Process Masquerading on DC01 

Step 13: Persistence / Privilege Escalation Domain Admin Account Creation 

Step 14: Credential Access DCSync Attack (Domain Credential Replication) 

 

Signal-to-Noise Test Workflow 

We designed and tested five distinct Signal-to-Noise scenarios to evaluate the quality of detections and 
alerts, focusing on over-alerting prevention. As previously mentioned, to ensure accurate results, we fully 
separated these tests from the attack scenario, preventing any interference with the assessment of detection 
effectiveness. Each Signal-to-Noise scenario was tested independently, allowing for a clear evaluation of 
how well products differentiate between benign activity and real threats. 
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Alerting and Incident Generation 
 

Security products differ in how detection events are presented. Some generate a high number of individual 
alerts, while others correlate multiple events into a smaller number of incidents. 

For this reason, both raw alert counts and, where applicable, incident counts are provided. These metrics 
offer an indication of operational workload and alert correlation behaviour. 

A higher number of alerts combined with a lower number of incidents may indicate stronger correlation 
capabilities. Conversely, a high number of alerts without corresponding correlation may increase analyst 
workload. 

A low alert count should not be interpreted as better performance, as it may also indicate reduced visibility. 

Incident definitions are product-specific and may vary between vendors; therefore, these values are provided 
for informational purposes and are not directly comparable across all products. 

This metric reflects how detection information is presented to analysts, rather than how effectively threats 
are detected. 

Sangfor generated 23 alerts, which were consolidated into 2 incidents. This indicates that multiple related 
events were grouped, allowing analysts to focus primarily on higher-level incident views, while retaining 
access to detailed alert information when needed. 
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Test Results in Brief 

Detection Test Results 

This section presents the detailed detection results for the attack scenario, which consists of 14 steps. 

The table below summarizes detection outcomes on a step-by-step basis. Active Response indicates that an 
alert was generated in the product interface. Telemetry indicates that the activity was recorded and could 
be identified through threat hunting. A step is considered detected if either alerting or relevant telemetry 
is available. 

 ST-1 ST-2 ST-3 ST-4 ST-5 ST-6 ST-7 ST-8 ST-9 ST-10 ST-11 ST-12 ST-13 ST-14 

Active 
Response ◯ ◯ ◯ ◯ ◯ ◯ ⬤ ⬤ ◯ ◯ ◯ ⬤ ⬤ ◯ 

Telemetry ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ⬤ ◯ 

Tab 1 Detection Test Results 
 

 
 

In cases where no active alert was generated and no relevant telemetry could be identified during our 
analysis, vendors were given the opportunity to assist in reviewing the data to confirm whether any relevant 
events were available within the product. This approach helps ensure that results are not affected by 
differences in threat hunting techniques or product-specific knowledge. Any additional findings identified 
during this process must be reproducible and consistent with the original test conditions. 

The image below shows an overview of the command-and-control sessions in the C2 framework related to 
the attack scenario. 

 

Figure 3 Command-and-Control sessions 

  

⬤ Validated   ◯ Not Validated  
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Interpretation of Detection Results 

The following section provides guidance on how to interpret these results in the context of detection 
visibility and operational usability. 

When interpreting the results, it is important to consider not only whether detection data is present, but 
also how this information is presented to analysts. EDR products differ significantly in how detection events 
are structured, correlated, and visualized. A product that generates a high volume of raw telemetry or alerts 
may provide broad visibility but can also increase analytical complexity if the information is not effectively 
organized. Conversely, a product that presents fewer but well-correlated and clearly structured events may 
enable faster and more efficient investigation, even if not every individual activity is surfaced 
independently. 

For this reason, the results should not be interpreted purely as a quantitative comparison of detection 
points, but also in the context of usability, correlation, and the overall ability to support effective incident 
analysis. The evaluation therefore considers both detection visibility and operational usability as key aspects 
of effective detection. 

As a result, direct comparisons between products based solely on the number of detected steps or alerts 
may not fully reflect their effectiveness in practice. The results should be interpreted in the context of both 
detection coverage and how effectively the product supports analysis and investigation. 
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Signal-to-Noise Test Results 

This section presents detailed results for all Signal-to-Noise scenarios, each of which was executed 
independently and decoupled from the attack scenario. 

Additional manual investigation of telemetry-based events was conducted primarily in the context of 
validating alert-based detections, as threat hunting itself is outside the primary scope of this test. 

 StN-1 StN-2 StN-3 StN-4 StN-5 

Active Response ⬤ ⬤ ⬤ ⬤ ⬤ 

Tab 2 Signal-to-Noise Test Results 

 

 

  

⬤ Validated ◯ Not Validated 
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Test Results in Detail: Detection Test 

In this public report, certain sensitive information has been blurred in the screenshots. This includes details 
that could reveal aspects of the test setup or methodology beyond what is necessary for interpretation of 
the results. These measures are taken to ensure fairness, maintain confidentiality, and preserve the integrity 
of the testing process. Test scenarios are newly developed for each test cycle and are not reused, ensuring 
continued relevance and a balanced evaluation across all participating vendors. 

Step 1. Initial Access 

Step 1 Initial Access: Malware Delivery 

Description In the first step, we simulated an Initial Access scenario by delivering a malicious payload to the 
domain user Jack White on WS01 via a targeted spearphishing email. A malicious Control Panel 
applet (.cpl) was crafted to mimic a legitimate Adobe Reader update. The payload was packaged in 
a password-protected .7z archive to emulate common evasion techniques and hosted externally on 
a cloud platform or storage. The phishing email contained a hyperlink to the hosted archive and was 
designed to resemble an internal IT notification requesting an urgent update. 

TTPs • T1566.002 – Spearphishing Link 
Delivery of a malicious hyperlink within a targeted phishing email directing the user to an 
external file hosting service. 

• T1036 – Masquerading 
The malicious Control Panel applet was disguised as a legitimate Adobe Reader update to 
deceive the user. 

• T1105 – Ingress Tool Transfer 
Retrieval of malicious tooling from an external hosting provider into the target environment. 

• T1027 – Obfuscated/Compressed Files and Information 
Use of a password-protected archive to evade automated inspection mechanisms. 

Performed on WS01 

Host IPv4 10.10.70.202 

User context jack.white@lab.local 

Integrity level  medium integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
threat hunting telemetry clearly shows the archive Reader_en_install.7z being written to disk on 
WS01 via chrome.exe. The recorded file operation is a File Stream Write, and the log details link 
the downloaded archive to the user context jack.white in the Downloads directory. In addition to 
the local file path, the telemetry also preserves the remote source information, showing that the file 
was downloaded from a URL, with the parent page likewise pointing to the cloud storage link. This 
provides useful visibility into both the file creation event on the endpoint and the external origin 
of the downloaded archive. From a threat-hunting perspective, this is a good example of telemetry 
that supports rapid reconstruction of the initial delivery chain. The available metadata ties together 
the responsible browser process, the written file, the target location on disk, and the external 
download source in one place. That makes it possible to validate that the suspicious archive was not 
only present on the host, but also how it arrived there, which is valuable for tracing user-driven 
initial access activity and pivoting into related web, process, or file events. 

mailto:jack.white@lab.local
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Step 1 Manual Investigation for telemetry / Threat hunting 
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Step 2. Initial Access 

Step 2 Initial Access: Spearphishing Link & User Interaction Simulation 

Description In this phase, we simulated typical user behaviour by having Jack White open a crafted phishing 
email in Microsoft Outlook and click the embedded hyperlink. The link redirected to an externally 
hosted archive containing the C2 payload in the form of a malicious Control Panel applet (.cpl) 
masquerading as an Adobe Reader installer (Reader_en_install.cpl). We then simulated extracting 
the archive and executing the malware in the context of the unprivileged user Jack White. 

A User Account Control (UAC) prompt was triggered because the malware package also included a 
legitimate installer serving as a decoy. However, since execution occurred within a medium-integrity 
context, the UAC prompt was not approved and was therefore ignored. 

TTPs • T1566.002 – Spearphishing Link 
Delivery of a malicious hyperlink within a targeted phishing email. 

• T1204.001 – User Execution: Malicious Link 
User interaction with a phishing link initiating payload retrieval. 

• T1204.002 – User Execution: Malicious File 
Execution of the downloaded payload by the user. 

• T1105 – Ingress Tool Transfer 
Retrieval of malicious tooling from an external hosting provider into the target environment. 

• T1027 – Obfuscated/Compressed Files and Information 
Use of a password-protected archive to evade automated inspection mechanisms 

• T1071.001 – Application Layer Protocol: Web Protocols 
Use of HTTP/HTTPS communication to blend C2 traffic with legitimate web traffic. 

Performed on WS01 

Host IPv4 10.10.70.202 

User context jack.white@lab.local 

Integrity level  medium integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
from a threat-hunting perspective, the telemetry for this step provides a coherent view of the user-
driven execution chain following delivery of the phishing payload. The screenshots show that the 
downloaded archive Reader_en_install.7z was decompressed in the user’s Downloads directory and 
that the resulting file Reader_en_install.cpl was subsequently executed. The hunting data also 
preserves useful provenance: the archive was downloaded via Chrome from a link, and the 
decompression event was classified as suspicious with mapping to phishing-related activity. This is 
valuable context because it links the initial access workflow to a concrete external source and to the 
exact artifact later involved in execution. 

The subsequent process telemetry also shows the malicious execution path in a clear and traceable 
manner. The EDR recorded explorer.exe launching control.exe, with the command line referencing 
the downloaded CPL file, and additional hunting data shows rundll32.exe loading 
Reader_en_install.cpl via Shell32.dll,Control_RunDLL. This makes the transition from user interaction 
to malicious control panel item execution visible in the telemetry and provides strong investigative 
evidence for the initial execution stage. Overall, this step was captured well from a hunting 
perspective: the product exposed the download source, the decompression of the suspicious archive, 
the execution of control.exe, and the follow-on CPL loading through rundll32.exe, allowing the 
activity to be reconstructed in a consistent and analyst-friendly way. 
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Step 2 Manual Investigation for telemetry / Threat hunting 
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Step 3. Command and Control 

Step 3  Command and Control: Browser-Parented Beacon Execution 

Description In this phase, we used a C2 Framework to establish a legitimate-appearing parent/child process 
relationship to simulate a stealthy C2 channel. The payload was spawned under trusted process trees 
such as explorer.exe → chrome.exe or explorer.exe → msedge.exe, blending malicious activity into 
normal user-driven behaviour. 

This step evaluated whether the EDR solution detects anomalous process creation, suspicious 
command-line parameters, or unusual outbound connections, and whether detection relies solely on 
process ancestry or incorporates deeper behavioural analysis. 

TTPs • T1071.001 – Application Layer Protocol: Web Protocols 
Use of HTTP/HTTPS communication to blend C2 traffic with legitimate web traffic. 

• T1036 – Masquerading 
Execution of malicious activity under legitimate browser processes to evade detection. 

• T1055 – Process Injection  
Injection of Beacon code into a legitimate process to establish covert execution. 

• T1105 – Ingress Tool Transfer 
Previously delivered payload establishing outbound communication to external C2 
infrastructure. 

Performed on WS01 

Host IPv4 10.10.70.202 

Integrity level  medium integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
from a threat-hunting perspective, the telemetry for this step provides a very clear reconstruction of 
the browser-parented Beacon execution. The EDR data shows that chrome.exe was created on WS01 
at 12:15:39 and directly links that process creation back to rundll32.exe, whose command line still 
referenced Shell32.dll,Control_RunDLL and the previously executed Reader_en_install.cpl file from 
the user’s Downloads directory. The hunting view is especially useful here because it does not only 
show a suspicious browser process in isolation but preserves the full relationship between the 
original loader and the spawned browser process, including process paths, PIDs, integrity levels, 
signatures, and timestamps. In addition, the raw event data explicitly classifies the activity as a 
process created by shellcode and maps it to reflective code loading, which gives the analyst a much 
stronger behavioural context than simple parent-child monitoring alone. 

The subsequent telemetry continues that chain consistently. A dedicated process injection event was 
recorded shortly afterwards at 12:15:46, again linking rundll32.exe as the source process to 
chrome.exe as the target. This was then followed by a network connection from the same chrome.exe 
instance at 12:16:49 to an external destination over TCP port 80. Taken together, the hunting data 
shows the full progression from loader execution, to browser process creation, to injection, and 
finally to outbound communication. That is strong visibility for this scenario, because it allows the 
activity to be correlated as a staged C2 establishment rather than as separate low-context events. 
Overall, this step was captured well in telemetry: the EDR preserved the technical details needed to 
trace how a legitimate browser process was abused as the container for the Beacon and how that 
process was then used for external communication. 
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Step 3 Manual Investigation for telemetry / Threat hunting 
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Step 4. Persistence 

Step 4  Persistence: Scheduled Task Creation 

Description After establishing a C2 foothold on WS01, we simulated unprivileged local persistence by creating a 
scheduled task. Using the BOF option, a scheduled task was created under the current user context 
to re-execute the Beacon at logon or via a defined trigger. 

This step emulated a common persistence technique that does not require administrative privileges 
and blends into legitimate task scheduling activity. The objective was to assess whether scheduled 
task creation is properly monitored and correlated with prior C2 activity. The activity was performed 
under the user context jack.white@lab.local on WS01. 

TTPs • T1053.005 – Scheduled Task/Job: Scheduled Task 
Creation of a scheduled task to achieve execution persistence on the compromised host. 

• T1547 – Boot or Logon Autostart Execution  
Use of an execution trigger tied to user logon to maintain access. 

• T1564.001 – Hide Artifacts: Hidden Files and Directories  
If the persistence components were concealed to reduce visibility. 

• T1036 – Masquerading  
If the scheduled task name was crafted to resemble a legitimate system or application task. 

Performed on WS01 

Host IPv4 10.10.70.202 

User context jack.white@lab.local 

Integrity level  medium integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
from a threat-hunting perspective, this step is well reflected in the available telemetry and allows 
the persistence activity to be reconstructed with good clarity. The EDR data shows that the existing 
chrome.exe process on WS01 created a new file named msedge.exe under 
C:\Users\jack.white\AppData\Local\Microsoft\Edge\, which was flagged as a masquerading event. 
The recorded file-write activity is particularly useful here because it captures not only the dropped 
file name and destination path, but also the fact that a legitimate, signed browser process was used 
as the source of the write operation. Shortly afterwards, the telemetry also shows the creation of a 
scheduled task named EdgeUpdate, with the task configured to launch the previously written 
msedge.exe file under the user context LAB\jack.white. This provides a coherent hunting trail from 
payload staging to persistence establishment. 

Overall, the telemetry gives a solid picture of how the persistence mechanism was implemented. The 
combination of a masqueraded file written into a user-accessible path and a scheduled task 
referencing that file is a strong indicator of suspicious persistence, and the timestamps in the 
investigation view show that both events occurred in very close succession. That is valuable from a 
hunting perspective because it makes correlation straightforward and helps distinguish this activity 
from isolated benign task-creation events. The screenshots therefore show that the solution captured 
both the preparatory file placement and the actual scheduled-task registration, which is a strong 
outcome for visibility into this type of user-context persistence technique. 
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Step 4 Manual Investigation for telemetry / Threat hunting 
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Step 5. Discovery 

Step 5  Discovery: Local System & Domain Enumeration 

Description In this phase, we conducted Discovery activities on WS01 under the user context 
jack.white@lab.local. The actions simulated typical post-exploitation reconnaissance, including 
enumeration of system information, user privileges, network configuration, domain membership, 
running processes, and accessible resources. 

The objective was to assess whether reconnaissance activity from a non-privileged account is 
detected, logged, and correlated with prior C2 and persistence activity. 

TTPs • T1082 – System Information Discovery 
Enumeration of operating system details and host-specific configuration. 

• T1033 – Account Discovery 
Identification of the current user context and other local/domain accounts. 

• T1057 – Process Discovery 
Enumeration of running processes to identify security tools or privileged processes. 

• T1016 – System Network Configuration Discovery 
Collection of network configuration details such as IP address and routing information. 

• T1069.001 – Permission Groups Discovery: Local Groups 
Enumeration of local group memberships to identify privilege levels. 

• T1069.002 – Permission Groups Discovery: Domain Groups 
Enumeration of domain group memberships and potential privileged accounts. 

Performed on WS01 

Host IPv4 10.10.70.202 

User context jack.white@lab.local 

Integrity level  medium integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
from a threat-hunting perspective, the provided telemetry offers only limited support for this 
discovery step. The screenshot shows a network connection from backgroundTaskHost.exe on WS01 
(10.10.70.202) to 10.10.70.200 over TCP port 389, which indicates LDAP communication with the 
domain controller. In the context of the described activity, this could be consistent with domain-
related enumeration, as LDAP is commonly used to query Active Directory information. However, the 
visible event is tied to backgroundTaskHost.exe rather than to one of the explicitly listed discovery 
commands or BOF-based enumeration actions shown in the scenario description. 

As a result, the telemetry does not clearly expose the actual command execution or the individual 
discovery actions themselves, but it does show at least one piece of supporting hunting evidence 
that domain-oriented interaction with the controller took place from the compromised workstation 
during the relevant timeframe. This is useful for broader activity reconstruction, especially when 
correlated with surrounding events on WS01, but on its own it does not provide strong visibility into 
the specific local-system and domain-enumeration commands that were reportedly executed. 
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Step 5 Detection (Active response) 
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Step 6. Credential Access 

Step 6  Credential Access: Kerberoasting Service Account 

Description In this step, we simulated a Kerberoasting attack by identifying the service account svc_sqlservice, 
which had a registered SPN and was therefore susceptible to ticket extraction. Using a Beacon Object 
File (BOF), a Kerberos service ticket (TGS) was requested from the domain controller and extracted 
for offline analysis. Brute-forcing the hash was out of scope; for subsequent steps, the password was 
assumed to be fall24!. 

The objective was to evaluate detection capabilities related to abnormal Kerberos ticket requests 
and potential Kerberoasting indicators within the domain. 

TTPs • T1558.003 – Steal or Forge Kerberos Tickets: Kerberoasting 
Requesting service tickets for accounts with SPNs to enable offline password cracking. 

• T1003 – OS Credential Dumping  
Extraction of authentication material for offline credential recovery. 

• T1087.002 – Account Discovery: Domain Account 
Identification of domain service accounts suitable for Kerberoasting. 

Performed on WS01 

Host IPv4 10.10.70.202 

User context jack.white@lab.local 

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
from a threat-hunting perspective, the available telemetry provides useful visibility into the 
preparatory enumeration that preceded the Kerberoasting activity, but it does not show the actual 
ticket request itself in the screenshots provided here. The EDR data clearly records two suspicious 
process creations originating from chrome.exe, which is already atypical in this scenario context. 
Specifically, the telemetry shows cmd.exe /C net user /domain | findstr /I "svc" followed by cmd.exe 
/C net user svc_sqlservice /domain. This is a strong indicator that the compromised host was used 
to enumerate domain accounts and then inspect the specific service account svc_sqlservice, 
matching the commands shown in the test procedure. 

This hunting evidence is valuable because it captures the operator’s intent before the actual 
Kerberoasting step: first identifying service-style accounts in the domain and then querying the 
selected account in more detail. The visibility is therefore good at the reconnaissance stage of the 
attack chain, and the telemetry ties the activity back to a suspicious browser-originated process 
context rather than to ordinary administrative behaviour. At the same time, based on these 
screenshots alone, the actual kerberoast svc_sqlservice execution or the corresponding Kerberos 
ticket request is not directly visible. In other words, the hunting data documents the lead-up to the 
attack very well, but confirmation of the ticket extraction itself would still require correlated 
Kerberos-related telemetry or additional detection events from the same timeframe. 
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Step 6 Manual Investigation for telemetry / Threat hunting 
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Step 7. Lateral Movement 

Step 7 Lateral Movement: Service Account Authentication to FS01 

Description In this step, we used the previously obtained credentials of the service account svc_sqlservice to 
perform lateral movement from WS01 to the file server FS01. 

After confirming that the service account possessed sufficient privileges, we authenticated to FS01 
using the valid domain credentials and established remote access. This activity simulated a realistic 
attacker scenario in which compromised service account credentials are leveraged to pivot from a 
workstation to a higher-value server system. 

The objective of this step was to evaluate whether the use of legitimate service account credentials 
for remote authentication is detected, logged, and correlated with prior suspicious activity 
originating from WS01. 

TTPs • T1078 – Valid Accounts 
Use of legitimate domain credentials (svc_sqlservice) to authenticate to a remote system. 

• T1021.002 – Remote Services: SMB/Windows Admin Shares  
Remote access to FS01 via SMB using administrative shares. 

Performed on WS01 

Host IPv4 10.10.70.202 

User context NT AUTHORITY\SYSTEM 

Integrity level  system integrity  

Monitored Activities from the Security Product 

Result / Observations The activity in this step was detected clearly and with useful context. The telemetry on FS01 shows 
that the remote execution via SMB was identified as a remote-control trojan-style attack, and the 
AI analysis explicitly states that the payload 8556e83.exe was executed from the remote 
administrative share path \\10.10.70.201\ADMIN$\8556e83.exe. This is an important detail because 
it directly reflects the lateral movement mechanism used in the scenario: a payload copied to the 
target via the administrative share and then launched remotely. The same analysis also ties 
8556e83.exe to service-based execution on FS01 and to subsequent injection activity into 
rundll32.exe, so the solution did not only register a single suspicious file but captured the broader 
execution chain and post-exploitation behaviour associated with it. 

Overall, this is a good detection result for this scenario. The screenshots show that the product 
correlated multiple relevant signals on FS01, including suspicious SMB-based remote execution, 
service creation or service-backed execution, shellcode-related activity, and the resulting injection 
into a legitimate Windows process. The explicit reference to 8556e83.exe being launched from the 
remote ADMIN$ path gives the analyst additional clarity on how the payload was introduced onto 
the target and supports attribution of the event to lateral movement rather than ordinary local 
execution. This provides a reasonably complete picture of the pivot from WS01 to FS01 using the 
compromised svc_sqlservice account. At the same time, the detection appears to be centred primarily 
on the execution artifacts and resulting malicious process behaviour on the destination host, which 
is appropriate for this test case and still provides strong visibility into the compromise path. 
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Step 7 Detection (Active response) 
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Step 8. Command and Control 

Step 8 Command and Control: Browser-Parented Beacon Execution 

Description In this step, the tester leveraged C2 capabilities to establish a legitimate-appearing parent/child 
process relationship for the active Command-and-Control (C2) channel. 

The Beacon was configured to spawn under commonly observed and trusted process trees such as 
explorer.exe → chrome.exe or explorer.exe → msedge.exe. This technique was used to blend 
malicious activity into normal user-driven browser execution patterns and reduce suspicion at the 
endpoint level. 

The objective was to evaluate whether security monitoring solutions can detect anomalous process 
spawning behaviour, suspicious command-line parameters, or unusual outbound network 
connections initiated by browser processes. Additionally, this step assessed whether detection logic 
relies primarily on process ancestry heuristics or incorporates deeper behavioural and network-based 
analytics to identify covert C2 communications operating under legitimate process names. 

TTPs • T1071.001 – Application Layer Protocol: Web Protocols 
Use of HTTP/HTTPS communication to blend C2 traffic with legitimate web traffic. 

• T1036 – Masquerading 
Execution of malicious activity under legitimate browser processes to evade detection. 

• T1055 – Process Injection  
Injection of Beacon code into a legitimate process to establish covert execution. 

• T1105 – Ingress Tool Transfer 
Previously delivered payload establishing outbound communication to external C2 
infrastructure. 

Performed on FS01 

Host IPv4 10.10.70.201 

User context NT AUTHORITY\SYSTEM 

Integrity level  system integrity  

Monitored Activities from the Security Product 

Result / Observations The screenshot shows that the EDR also captured the follow-on browser-parented beacon step on 
FS01. In the attack-chain view, the activity progresses from the earlier malicious payload execution 
to rundll32.exe → Process Injection → msedge.exe, which matches the described attempt to move 
the beacon into a legitimate browser process. 

This is a relevant detection for the step because it reflects the actual migration technique rather 
than only the presence of the original payload. The product appears to have preserved the broader 
attack context, linking the earlier service-based execution and injection activity to the later 
injection into msedge.exe. 

Overall, the EDR showed good visibility into this phase. It not only detected the initial compromise 
on FS01 but also associated the later injection into msedge.exe with the same attack chain, which 
gives a clearer picture of the C2 transition into a more legitimate-looking browser context. 
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Step 8 Detection (Active response) 
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Step 9. Persistence / Privilege Escalation 

Step 9 
Persistence / Privilege Escalation: Local Administrator Account Creation on 
FS01 

Description After successfully establishing a foothold on FS01, we simulated the creation of a new local 
administrator account to maintain persistent privileged access. 

Using the active Beacon session, the tester executed native Windows commands to create a new 
local user account and add it to the local Administrators group. This activity represents a common 
post-exploitation technique used by adversaries to ensure continued access to a compromised 
system, even if the initial access vector is remediated. 

TTPs • T1136.001 – Create Account: Local Account 
Creation of a new local user account to maintain access. 

• T1098 – Account Manipulation 
Modification of account permissions by adding the user to the local Administrators group. 

• T1078 – Valid Accounts 
Use of legitimate credentials to create and manage additional accounts. 

Performed on FS01 

Host IPv4 10.10.70.201 

User context NT AUTHORITY\SYSTEM 

Integrity level  system integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
from a threat-hunting perspective, the telemetry for this step provides clear visibility into the local 
administrator account creation activity on FS01. The investigation data shows that a signed 
msedge.exe process running from the expected Microsoft Edge installation path on FS01 was used as 
the source process for spawning cmd.exe instances via shellcode-related process creation. This is a 
strong indicator that a legitimate browser process was being abused as execution cover rather than 
performing normal browser activity. The hunting view captures the full command line of the first 
child process as C:\Windows\system32\cmd.exe /C net user john.doe johndoe24! /add, which 
directly confirms creation of the local user account john.doe. The telemetry is therefore not limited 
to a generic alert but preserves the actual command used, the responsible parent process, the host 
context, and the execution time. 

The follow-up telemetry is equally clear and shows a second cmd.exe process, again spawned from 
msedge.exe, executing C:\Windows\system32\cmd.exe /C net localgroup Administrators john.doe 
/add. This confirms that the newly created account was subsequently added to the local 
Administrators group on FS01, completing the simulated privilege escalation and persistence action. 
Overall, the threat-hunting evidence is strong because it links the suspicious parent process, the 
exact administrative commands, and the affected endpoint in a coherent sequence. That level of 
detail is useful for an analyst, as it allows the activity to be reconstructed with high confidence and 
distinguishes the event from a vague or low-context detection. 

 



EDR Detection Validation Test 2026 

40 

Step 9 Manual investigation for telemetry / Threat hunting 
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Step 10. Privilege Escalation / Discovery 

Step 10 
Privilege Escalation / Discovery: Domain User Impersonation & Privilege 
Assessment 

Description In this step, we impersonated the domain user alice.jones to assess her effective privileges within 
the domain environment. After successfully assuming the security context of alice.jones, we 
performed privilege validation to determine whether the account possesses: 

• Local administrator privileges on any workstation or server 
• Membership in privileged domain groups 
• Domain Administrator rights 

This included enumeration of domain group memberships, verification of local Administrators group 
assignments on selected systems, and validation of effective access rights. The objective of this step 
was to evaluate whether potentially overprivileged domain user accounts could be leveraged for 
privilege escalation or further lateral movement within the environment. 

TTPs • T1134.001 - Access Token Manipulation: Token Impersonation/Theft 
Impersonate domain user by using token theft 

• T1078 – Valid Accounts 
Use of legitimate domain credentials to authenticate and access systems. 

• T1069.002 – Permission Groups Discovery: Domain Groups 
Enumeration of domain group memberships to determine elevated privileges or Domain Admin 
status. 

• T1069.001 – Permission Groups Discovery: Local Groups 
Verification of membership in local Administrators groups on workstations or servers. 

• T1033 – Account Discovery 
Identification and validation of user account context and associated privileges. 

Performed on FS01 

Host IPv4 10.10.70.201 

User context NT AUTHORITY\SYSTEM 

Integrity level  system integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
from a threat-hunting perspective, the telemetry for this step provides meaningful evidence that the 
impersonated alice.jones context was used to transition from the existing msedge.exe process into 
additional administrative execution on FS01. The screenshots show tokenType changes in the raw 
event data, indicating that the subsequent process activity did not occur under the same basic 
context as the originating process and supporting the conclusion that token manipulation or 
impersonation was involved. That observation is reinforced by the follow-on execution of 
powershell.exe under the user lab.local\alice.jones, with an encoded PowerShell command clearly 
visible in the process details. In addition, the hunting data shows msedge.exe spawning 
WmiPrvSE.exe on FS01, which is a useful pivot point because it ties the impersonated context to 
remote management-style activity on the target server rather than leaving the analyst with only a 
generic privilege-escalation assumption. 
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The overall hunting picture therefore suggests a progression from token abuse or impersonation into 
remote execution and privilege validation activity on FS01. This is valuable context because it allows 
the analyst to correlate the identity shift, the encoded PowerShell execution, and the WMI-related 
child process creation into one coherent sequence. The screenshots do not just indicate that 
something suspicious happened; they preserve concrete details such as the user context, the encoded 
command line, the created target process, and the host involved. That level of telemetry is helpful 
and gives defenders a solid basis for hunting backward to the originating process and forward to any 
follow-on discovery, access validation, or lateral movement actions performed after the 
impersonation of alice.jones. 

Step 10 Manual investigation for telemetry / Threat hunting 
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Step 11. Lateral Movement 

Step 11 Lateral Movement: Domain Admin Pivot from FS01 to DC01 

Description In this step, we leveraged the previously obtained credentials of the domain administrator 
alice.jones to perform lateral movement from FS01 to the domain controller DC01. Prior to initiating 
the pivot, a dedicated C2 listener was configured with the appropriate payload type and 
communication settings to receive the incoming Beacon session from DC01. This ensured controlled 
session handling and separation from existing C2 channels. 

Using the valid Domain Admin credentials, we authenticated to DC01 and executed the payload 
remotely, resulting in the establishment of a Beacon session on the domain controller. This step 
simulated a high-impact attacker scenario in which compromised Domain Admin credentials are used 
to pivot to critical infrastructure systems. The objective was to evaluate detection capabilities related 
to: 

• Remote execution on a domain controller 
• Administrative authentication from a non-administrative source system 
• New service or process creation on DC01 
• Correlation between credential compromise, lateral movement, and C2 establishment 

TTPs • T1078 – Valid Accounts 
Use of legitimate Domain Administrator credentials to authenticate to DC01. 

• T1021 – Remote Services 
Use of remote management protocols (e.g., SMB, RPC, WinRM, or similar) to execute code on 
DC01. 

• T1569.002 – System Services: Service Execution 
Remote service creation to execute the Beacon payload on the domain controller. 

• T1105 – Ingress Tool Transfer 
Transfer and execution of the payload to establish a C2 session on DC01. 

Performed on FS01 

Host IPv4 10.10.70.201 

User context alice.jones@lab.local 

Integrity level  high integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. However, 
from a threat-hunting perspective, the telemetry for this step provides a fairly clear picture of remote 
administrative activity from FS01 to DC01. The screenshots show powershell.exe on FS01 initiating 
a network connection to 10.10.70.200 over TCP port 5985, which is consistent with WinRM-based 
remote management. The process details also preserve the encoded PowerShell command line, giving 
analysts a strong pivot for deeper review and decoding. In the raw event data, the target context is 
tied to wsmprovhost.exe, which is a meaningful indicator because it shows that the activity was not 
limited to a generic outbound PowerShell connection but progressed into Windows Remote 
Management execution on the destination system. Taken together, this allows the hunting workflow 
to connect the originating process on FS01, the remote management channel, and the corresponding 
execution context on DC01. 
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The hunting data also shows an account logon event on DC01 associated with alice.jones, recorded 
through lsass.exe, which adds important identity context to the pivot. That is useful because it links 
the remote activity not only to the source host and PowerShell process, but also to the domain user 
context that was used during the operation. Overall, the telemetry supports a coherent sequence in 
which PowerShell on FS01 established a WinRM session to DC01, followed by remote execution under 
the logged-on alice.jones context. This is good-quality hunting evidence, because it preserves the 
network destination, protocol-relevant port, encoded command line, remote execution host process, 
and user logon information in a way that makes correlation across source system, target system, and 
identity practical and reliable. 

Step 11 Manual investigation for telemetry / Threat hunting 
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Step 12. Command and Control 

Step 12 Command and Control: Parent/Child Process Masquerading on DC01 

Description In this step, the tester leveraged the C2 Framework to establish a legitimate-appearing parent/child 
process relationship for the Command-and-Control (C2) channel on DC01. 

To blend malicious activity into normal system behaviour, the Beacon was configured to spawn under 
trusted Windows processes. The spawnto directive was used to define a legitimate system binary as 
the parent process, followed by spawning a new Beacon tied to the configured listener. 

TTPs • T1036 – Masquerading 
Execution of malicious activity under legitimate system binaries to evade detection. 

• T1055 – Process Injection 
Execution of Beacon code within the address space of a legitimate process. 

• T1071.001 – Application Layer Protocol: Web Protocols 
Use of HTTP/HTTPS-based C2 communication to blend with normal traffic. 

• T1105 – Ingress Tool Transfer 
Execution of a staged payload to establish a new Beacon session. 

Performed on DC01 

Host IPv4 10.10.70.200 

User context NT AUTHORITY\SYSTEM 

Integrity level  system integrity  

Monitored Activities from the Security Product 

Result / Observations The screenshot shows that the EDR correlated the activity on DC01 into a broader attack chain and 
captured the transition from wsmprovhost.exe to wuauclt.exe. In the AI analysis view, 
wsmprovhost.exe → Process Creation → wuauclt.exe is explicitly shown, which matches the tested 
step of moving the beacon into a more legitimate-looking Windows process. 

The same analysis also links this stage to later command execution via net.exe, which indicates 
that the product preserved the execution context after the process-masquerading step rather than 
treating it as an isolated event. That is useful because it shows continuity from the initial remote 
execution on DC01 into the follow-on activity performed from the new process context. 

Overall, the EDR appears to have detected this step well. It did not only surface suspicious activity 
on DC01, but also reconstructed the process shift from wsmprovhost.exe into wuauclt.exe within 
the broader attack chain, which aligns well with the intended parent/child process masquerading 
behaviour. 
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Step 12 Detection (Active response) 
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Step 13. Persistence / Privilege Escalation 

Step 13 Persistence / Privilege Escalation: Domain Admin Account Creation 

Description In this step, we simulated domain-level persistence by creating a new domain user account and 
adding it to the Domain Admins group. 

Using the active Beacon session on DC01, native Windows domain administration commands were 
executed to create the account and assign privileged group membership. This technique represents 
a high-impact persistence mechanism, as it establishes long-term administrative access within the 
Active Directory environment. 

TTPs • T1136.002 – Create Account: Domain Account 
Creation of a new domain-level user account for persistence. 

• T1098 – Account Manipulation 
Modification of group membership by adding the account to the Domain Admins group. 

• T1078 – Valid Accounts 
Use of legitimate administrative credentials to create and manage domain accounts. 

Performed on DC01 

Host IPv4 10.10.70.200 

User context alice.jones@lab.local 

Integrity level  high integrity  

Monitored Activities from the Security Product 

Result / Observations In this step, domain-level persistence was simulated by creating the new domain user domain.admin 
and subsequently adding that account to the Domain Admins group on DC01. The execution 
screenshot shows the relevant net user /domain domain.admin admin24! /add and net group 
"Domain Admins" /domain domain.admin /add activity, and the available telemetry aligns well with 
that sequence. The broader incident view already associates the activity with malicious command 
execution on the domain controller and links it to the existing C2-related process chain involving 
services.exe, svchost.exe, wsmprovhost.exe, and wuauclt.exe, which provides useful context for 
understanding how the account-creation activity was reached. 

From a threat-hunting perspective, the two detailed investigation screenshots add strong 
confirmation of the actual administrative actions performed. One event shows wuauclt.exe spawning 
net.exe with the command line net user /domain domain.admin admin24! /add, clearly evidencing 
the creation of the new domain account. The second event shows another net.exe instance launched 
with net group "Domain Admins" /domain domain.admin /add, confirming that the same account 
was then added to the highly privileged Domain Admins group. This is good-quality telemetry 
because it preserves both command lines, the parent-child relationship, the responsible source 
process, and the host context on DC01, making the persistence and privilege-escalation chain easy 
to validate and correlate during hunting. 
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Step 13 Detection (Active response) 
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Step 13 Manual investigation for telemetry / Threat hunting 
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Step 14. Credential Access 

Step 14 Credential Access: DCSync Attack (Domain Credential Replication) 

Description In this step, we simulated a DCSync attack to obtain credential material for all user accounts within 
the domain lab.local. Using previously acquired Domain Admin privileges, we leveraged the C2 
Framework’s dcsync capability to request Active Directory replication data directly from the domain 
controller. This technique abuses legitimate directory replication protocols to retrieve password 
hashes (NTLM) and Kerberos keys for domain accounts without interacting with LSASS on the domain 
controller. 

The objective of this activity was to evaluate whether unauthorized replication requests are detected, 
logged, and correlated with suspicious administrative activity. This includes monitoring for 
anomalous replication traffic originating from non-domain controller systems and identifying misuse 
of accounts with replication privileges. This technique represents one of the highest-impact 
credential access methods, as it can expose credential material for all domain users, including 
privileged accounts. 

TTPs • T1003.006 – OS Credential Dumping: DCSync 
Abuse of Active Directory replication permissions to retrieve password hashes and Kerberos 
keys from the domain controller. 

• T1078 – Valid Accounts 
Use of legitimate Domain Admin credentials to perform replication requests. 

• T1482 – Domain Trust Discovery  
Enumeration of domain information to facilitate credential targeting and replication abuse. 

Performed on DC01 

Host IPv4 10.10.70.200 

User context alice.jones@lab.local 

Integrity level  high integrity  

Monitored Activities from the Security Product 

Result / Observations We did not observe any active alerts associated with the activities performed in this step. 
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Product Impression & Insights 
 

We conclude this analysis with a summary of Sangfor’s detection test results. 

Sangfor delivered a mixed overall result, with the clearest value appearing once the intrusion had already 
moved beyond the initial workstation stage and into more overt server-side activity. On WS01, the early 
phases were largely not surfaced through active alerts, including the phishing delivery, the user-driven 
execution of the malicious CPL, the browser-parented beacon, the scheduled-task persistence, the discovery 
phase, and the Kerberoasting step itself. Even so, the available hunting data was often useful and, in several 
places, quite detailed: it preserved the archive download from the cloud, the decompression and execution 
chain through control.exe and rundll32.exe, the later creation and injection of chrome.exe, and the staged 
persistence via the dropped msedge.exe file and the EdgeUpdate scheduled task. This means the product 
did not lack telemetry, but in the earlier phases it depended much more on retrospective investigation than 
on immediate, high-confidence detection, and the actual Kerberos ticket request remained notably less 
visible than the preparatory account-enumeration activity that preceded it. 

The picture became more convincing once the attack pivoted to FS01 and later to DC01. The move to FS01 
was detected clearly through the SMB-based remote execution of the payload from the ADMIN$ path, the 
service-backed launch of 8556e83.exe, and the subsequent injection into rundll32.exe, which gave Sangfor 
a solid view of the first server-side compromise. The later browser-masqueraded beacon on FS01, the creation 
of the local administrator account, the impersonated alice.jones context, the WinRM-based pivot to DC01, 
the transition from wsmprovhost.exe into wuauclt.exe, and the creation of the new domain admin account 
were all at least reconstructable, with the stronger stages also reflected in the broader attack-chain view. 
In particular, the threat-hunting data around the alice.jones impersonation added useful depth, because it 
showed token-type changes, encoded PowerShell execution under the impersonated user context, and 
follow-on WmiPrvSE.exe activity on FS01, which together provided meaningful evidence of token abuse or 
token-stealing style behaviour even without a dedicated high-confidence alert for that step. At the same 
time, much of this later visibility still leaned heavily on hunting and chain reconstruction rather than 
consistent step-specific active alerting, and the final DCSync action produced no active alert at all. Overall, 
Sangfor showed that it can provide meaningful forensic visibility and decent attack-chain reconstruction 
once activity becomes operational on key systems, but its earlier-stage alerting and its coverage of some of 
the most critical credential-abuse actions remained noticeably less mature. 
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AI-Related Features 

The following information is provided by the vendor and highlights selected product features, including AI-
related capabilities where applicable. This section is intended for informational purposes only and is not 
part of the evaluation or certification criteria. The content is based on vendor input and has been 
summarized and standardized by AV-Comparatives for consistency. The inclusion or absence of such features 
does not influence the test results. 
 
Sangfor Athena AI-Native EPP includes AI-supported capabilities aimed at enhancing analysis, correlation, 
and response within endpoint security operations. 
 
The platform utilizes AI-assisted processing of telemetry data to improve context and visibility of security 
events, including process relationships and activity chains. This enables users to review structured 
representations of observed activity and better understand the progression of security incidents. 
 
In addition, the product provides AI-assisted analysis features that help interpret observed behaviour, 
including identification of likely attack intent and summarized views of incidents. These capabilities are 
designed to support investigation and decision-making during incident handling. 
 
The system also integrates AI-supported investigation and response workflows, enabling coordinated 
analysis and response actions across the broader security environment. 
 
These features are primarily focused on supporting analysis, correlation, and interpretation of security 
events rather than acting as standalone detection mechanisms. 
 
Example views of AI-assisted correlation and visualization of security events, AI-generated interpretation 
and incident context, as well as AI-supported investigation and response workflows are shown below: 
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Appendix 1. Product Configuration 
 
In business environments, and with business products in general, it is usual for products to be configured 
by the system administrator, in accordance with vendor’s guidelines. Therefore, we asked vendors to request 
us to implement any changes they wanted to the default configuration of their respective products. Results 
presented in this test were only accomplished by applying the respective product configurations as described 
here. 
 
The configurations were applied together with the engineers of the respective vendors during setup. 
 
Below we have listed relevant non-default settings (i.e. settings used by the vendor for this test). 
 
Sangfor: Default settings. 
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Appendix 2. List of Techniques in Test 
The table below shows the MITRE ATT&CK Tactics (aims) and the ATT&CK Techniques of the test scenario 
used in this EDR Detection Test. 

TACTICS TECHNIQUES 

Initial Access Phishing (T1566) 
Spearphishing Link (T1566.002) 

Valid Accounts (T1078) 

Execution Scheduled Task/Job (T1053) 
Scheduled Task (T1053.005) 

System Services (T1569) 
Service Execution (T1569.002) 

User Execution (T1204) 
Malicious File (T1204.002) 
Malicious Link (T1204.001) 

Persistence Account Manipulation (T1098) 
Boot or Logon Autostart Execution (T1547) 
Create Account (T1136) 

Domain Account (T1136.002) 
Local Account (T1136.001) 

Privilege Escalation Access Token Manipulation (T1134) 
Access Token Manipulation: Token Impersonation/Theft (T1134.001) 

Defense Evasion Hide Artifacts (T1564) 
Hidden Files and Directories (T1564.001) 

Masquerading (T1036) 
Obfuscated/Compressed Files and Information (T1027) 

Credential Access OS Credential Dumping (T1003) 
DCSync (T1003.006) 

Steal or Forge Kerberos Tickets (T1558) 
Kerberoasting (T1558.003) 

Discovery Account Discovery (T1087) 
Domain Account (T1087.002) 

Domain Trust Discovery (T1482) 
Permission Groups Discovery (T1069) 

Domain Groups (T1069.002) 
Local Groups (T1069.001) 

Process Discovery (T1057) 
Process Injection (T1055) 
System Information Discovery (T1082) 
System Network Configuration Discovery (T1016) 

Lateral Movement Remote Services (T1021) 
SMB/Admin Shares (T1021.002) 

Command and Control Application Layer Protocol (T1071) 
Web Protocols (T1071.001) 

Ingress Tool Transfer (T1105) 

https://attack.mitre.org/tactics/enterprise/
https://attack.mitre.org/techniques/enterprise/
https://attack.mitre.org/tactics/TA0001/
https://attack.mitre.org/techniques/T1566/
https://attack.mitre.org/techniques/T1566/002/
https://attack.mitre.org/techniques/T1078/
https://attack.mitre.org/tactics/TA0002/
https://attack.mitre.org/techniques/T1053
https://attack.mitre.org/techniques/T1053/005
https://attack.mitre.org/techniques/T1569/002/
https://attack.mitre.org/techniques/T1569/002/
https://attack.mitre.org/techniques/T1204
https://attack.mitre.org/techniques/T1204/002
https://attack.mitre.org/techniques/T1204/001/
https://attack.mitre.org/tactics/TA0003/
https://attack.mitre.org/techniques/T1098/
https://attack.mitre.org/techniques/T1547
https://attack.mitre.org/techniques/T1136
https://attack.mitre.org/techniques/T1136/002
https://attack.mitre.org/techniques/T1136/001
https://attack.mitre.org/tactics/TA0004/
https://attack.mitre.org/techniques/T1134/
https://attack.mitre.org/techniques/T1134/001/
https://attack.mitre.org/tactics/TA0005/
https://attack.mitre.org/techniques/T1564/
https://attack.mitre.org/techniques/T1564/001/
https://attack.mitre.org/techniques/T1036
https://attack.mitre.org/techniques/T1027/
https://attack.mitre.org/tactics/TA0006/
https://attack.mitre.org/techniques/T1003
https://attack.mitre.org/techniques/T1003/006
https://attack.mitre.org/techniques/T1558
https://attack.mitre.org/techniques/T1558/003/
https://attack.mitre.org/tactics/TA0007/
https://attack.mitre.org/techniques/T1087
https://attack.mitre.org/techniques/T1087/002
https://attack.mitre.org/techniques/T1482/
https://attack.mitre.org/techniques/T1069/002/
https://attack.mitre.org/techniques/T1069/002/
https://attack.mitre.org/techniques/T1069/001/
https://attack.mitre.org/techniques/T1057/
https://attack.mitre.org/techniques/T1055/
https://attack.mitre.org/techniques/T1082/
https://attack.mitre.org/techniques/T1016/
https://attack.mitre.org/tactics/TA0008/
https://attack.mitre.org/techniques/T1021
https://attack.mitre.org/techniques/T1021/002
https://attack.mitre.org/tactics/TA0011/
https://attack.mitre.org/techniques/T1071
https://attack.mitre.org/techniques/T1071/001/
https://attack.mitre.org/techniques/T1105/
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